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To design type systems that use subtyping, we have to make tradeoffs. Deep subtyping is more expressive
than shallow subtyping, because deep subtyping compares the entire structure of types. However, shallow
subtyping is easier to reason about. By 𝜂-expanding source programs, we can get the effect of deep subtyping
with less of its complexity.

An early paper on filter models [Barendregt et al. 1983] examined two similar intersection type systems. The
first included a subsumption rule that used a rich subtyping relation, including multiple rules for the top type
and a distributivity rule. Their second type system dropped the subsumption rule, but added a rule that allowed
a term to be 𝜂-expanded before typing it. This rule in their second type system compensated for the lack of
subsumption: where their first type system used subtyping to manipulate intersections deep inside types, their
second type system used introduction and elimination rules directly on the subterms created by 𝜂-expansion.
Viewed as a computation, their proof of completeness for the second (shallow) system performs 𝜂-expansion.
Thus, we can regard their proof as inventing the application of 𝜂-expansion to avoid deep subtyping.

This paper serves as a tutorial on using 𝜂-expansion to obviate deep subtyping, puts the invention of the
technique by Barendregt et al. [1983] into context, gives a complete proof of the relevant lemma, and discusses
how the technique can be used in type system design.

1 INTRODUCTION
When we design a typed programming language, the status of the subtyping relation matters. The
full design space of subtyping is large. An extreme position is to say that a type is a subtype of
itself only, in effect, having no subtyping at all; another extreme position is to make subtyping as
powerful as possible. Within the setting of functional programming languages, at the first extreme,
we have the simply typed lambda calculus; around the second extreme, we have semantic subtyping
[Frisch et al. 2002].

Most type systems fall somewhere between these extremes, even those that tend to be regarded
as having no subtyping. For example, taking polymorphism as a form of subtyping [Odersky and
Läufer 1996], the prefix polymorphism of Standard ML [Milner et al. 1997] is a form of subtyping.
We can reasonably take polymorphism to be subtyping: substitutability (presented by Liskov and
Wing [1994] for object-oriented languages, but also applicable in functional languages) says that if
we expect a value of the supertype, it is safe to use a value of the subtype: if a function’s domain is
int, we can safely pass a value of type nat, because every natural number is an integer. If a function
expects a function of type int → int, it is safe to pass a function of type ∀𝛼. 𝛼 → 𝛼 . But our use
of terminology is not universal, now or (especially) in the past: what we call subtyping has been
called containment by [Mitchell 1988; Rémy 2005].
A subtyping relation is shallow if it examines only the heads of the types; a subtyping relation

is deep if it examines the entire type. Suppose we want the natural numbers to be a subtype
of the integers. We can conclude nat ≤ int just from the heads of the types (nat is an atomic
type, so its head is itself), but to conclude (bool → nat) ≤ (bool → int) we need to go under
the head connective → and check that nat ≤ int. So nat ≤ int is a shallow subtyping, while
(bool → nat) ≤ (bool → int) is a deep subtyping.
Choosing whether the subtyping relation visible to the programmer is shallow or deep is a

language design decision that involves issues such as programmer convenience, readability, and
maintainability. The choice also raises questions of elegance and simplicity of implementation:
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deep subtyping is generally more complicated to implement. It is also more complicated to reason
about: for example, deep subtyping needs more subtyping rules, and thus more cases in proofs.
This paper is meant to serve as a tutorial on using 𝜂-expansion to elaborate a source language

with deep subtyping into a simpler language with only shallow subtyping, in which we can do
the rest of our reasoning (and compilation). A secondary purpose is to closely examine the origin
of the technique: the proof of a lemma in a paper by Barendregt et al. [1983], who did not focus
on the technique and may not have noticed that they had invented it. Their proof of the lemma
showed only one case; to make sure the result is valid, and in case any further insights lurk, we
give a complete proof.

• Section 2 presents a small language and type system with deep subtyping.
• Section 2.5 removes deep subtyping, leaving only shallow subtyping.
• Section 2.6 defines 𝜂-expansion, and proves that programs using deep subtyping can be
𝜂-expanded into programs that use only shallow subtyping.

• Section 3 summarizes Barendregt et al. [1983] and explains where they used the technique.
• Section 4 discusses potential uses of the technique.

The technique we discuss is certainly not new, even if we discount its somewhat hidden origin;
for example, Pfenning [2008] proposed using it for datasort refinements. However, this paper offers
a fresh perspective on the technique by discussing it in more detail, and more closely examining
the history of the technique.

2 EXAMPLE SYSTEM
2.1 Overview
Our setting is the simply typed lambda calculus, extended with products, booleans, and numeric
types. The latter provide (atomic) subtyping: the type int of integers is a subtype of the type rat
of rationals. This gives us a “numeric tower” of types that contains just enough to illustrate the
technique we are presenting, but keeps the rules relatively simple. (We initially had a type nat
of natural numbers, instead of rat, but nat forces us to add a typing rule for literals as well as for
arithmetic operators, whereas rat only needs new typing rules for arithmetic operators.)

Variables 𝑥,𝑦, 𝑧

Integers 𝑛 ::= 0 | 1 | −1 | 2 | −2 | · · ·
Binary operators ⊕ ::= + | − | < | /
Product indexes 𝑘 ::= 1 | 2
Types 𝐴, 𝐵 ::= int | rat | bool | 𝐴 → 𝐵 | 𝐴 ∗ 𝐵
Expressions 𝑒 ::= 𝑥 | 𝜆𝑥 . 𝑒 | 𝑒1𝑒2

| (𝑒 : 𝐴)
| 𝑛 | 𝑒1 ⊕ 𝑒2
| True | False | if 𝑒 then 𝑒1 else 𝑒2
| (𝑒1, 𝑒2) | proj𝑘 𝑒

Fig. 1. Simply typed lambda calculus plus integers, rationals, booleans and products

2.2 Grammar
Figure 1 gives the grammar of our variant of the STLC. We write 𝑥 , 𝑦 and 𝑧 for variables, and 𝑛
for integers. The nonterminal ⊕ stands for any of the binary operators: addition +, subtraction −,
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comparison <, and division / (which acts as the introduction form for the rat type). The nonterminal
𝑘 ranges over 1 and 2.

We write 𝐴 and 𝐵 for types: integers int, rationals rat, booleans bool, functions 𝐴 → 𝐵 and
products 𝐴 ∗ 𝐵.
Expressions consist of variables 𝑥 , functions 𝜆𝑥 . 𝑒 , function application 𝑒1𝑒2, annotated expres-

sions (𝑒 : 𝐴), integer literals𝑛, binary operations 𝑒1⊕𝑒2, Boolean literals True and False, conditional
expressions if 𝑒 then 𝑒1 else 𝑒2, pairs (𝑒1, 𝑒2), and projections proj𝑘 𝑒 .

Unlike lambdas with annotated bound variables (𝜆𝑥 :𝐴. 𝑒), the annotation form (𝑒 : 𝐴) is general:
it can be used to annotate any expression form, not only lambda. Moreover, the general form works
nicely with bidirectional typing.

Γ ⊢ 𝑒 : 𝐴 Under typing assumptions Γ, expression 𝑒 has type 𝐴

(𝑥 : 𝐴) ∈ Γ

Γ ⊢ 𝑥 : 𝐴
Var

Γ, 𝑥 : 𝐴 ⊢ 𝑒 : 𝐵
Γ ⊢ 𝜆𝑥 . 𝑒 : 𝐴 → 𝐵

→Intro
Γ ⊢ 𝑒1 : 𝐴 → 𝐵 Γ ⊢ 𝑒2 : 𝐴

Γ ⊢ 𝑒1𝑒2 : 𝐵
→Elim

Γ ⊢ 𝑒 : 𝐴 𝐴 <: 𝐵

Γ ⊢ 𝑒 : 𝐵
deepSub

Γ ⊢⩽ 𝑒 : 𝐴 Modification replacing <:with ⩽

Change ⊢ to ⊢⩽ throughout, and replace deepSub:

Γ ⊢⩽ 𝑒 : 𝐴 𝐴 ⩽ 𝐵

Γ ⊢⩽ 𝑒 : 𝐵
shallowSub

Γ ⊢ 𝑒 : 𝐴
Γ ⊢ (𝑒 : 𝐴) : 𝐴

Anno
Γ ⊢ 𝑒1 : 𝐵1 Γ ⊢ 𝑒2 : 𝐵2

Γ ⊢ (𝑒1, 𝑒2) : 𝐵1 ∗ 𝐵2
∗Intro

Γ ⊢ 𝑒 : 𝐴1 ∗𝐴2

Γ ⊢ proj𝑘 𝑒 : 𝐴𝑘

∗Elim

Γ ⊢ 𝑛 : int
intIntro

Γ ⊢ 𝑒1 : int Γ ⊢ 𝑒2 : int
Γ ⊢ 𝑒1 + 𝑒2 : int Γ ⊢ 𝑒1 − 𝑒2 : int Γ ⊢ 𝑒1 < 𝑒2 : bool

intElim

Γ ⊢ 𝑒1 : rat Γ ⊢ 𝑒2 : rat
Γ ⊢ 𝑒1 + 𝑒2 : rat Γ ⊢ 𝑒1 − 𝑒2 : rat Γ ⊢ 𝑒1 < 𝑒2 : bool Γ ⊢ 𝑒1/𝑒2 : rat

ratElim

𝑏 ∈ {True, False}
Γ ⊢ 𝑏 : bool

boolIntro
Γ ⊢ 𝑒 : bool

Γ ⊢ 𝑒1 : 𝐵
Γ ⊢ 𝑒2 : 𝐵

Γ ⊢ if 𝑒 then 𝑒1 else 𝑒2 : 𝐵
boolElim

Fig. 2. Rules for the system ⊢ using deep subtyping, and for ⊢⩽ using shallow subtyping

2.3 Typing rules
Rules Var,→Intro, and→Elim comprise the simply typed lambda calculus. Rules ∗Intro and ∗Elim
extend the STLC with products.

Rule intIntro gives literals the type int, and rule intElim types addition and subtraction. We could
write separate rules for + and −, but since they would have the same premises, we compress them
into one rule. We similarly compress into ratElim the rules for four operators (+, −, / and <) on
rational numbers (instead of integers): all require both arguments to have type rat. Finally, we
include rules boolIntro and boolElim, so we can do something with the result of the < operator.
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𝐴 <: 𝐵 𝐴 is a deep subtype of 𝐵

int <: int
DeepSubReflInt

bool <: bool
DeepSubReflBool

rat <: rat
DeepSubReflRat

int <: rat
DeepSubIntRat

𝐵1 <:𝐴1 𝐴2 <: 𝐵2

(𝐴1 → 𝐴2) <: (𝐵1 → 𝐵2)
DeepSubArr

𝐴1 <: 𝐵1 𝐴2 <: 𝐵2

(𝐴1 ∗𝐴2) <: (𝐵1 ∗ 𝐵2)
DeepSubProd

Fig. 3. Subtyping rules (deep; compare Figure 4)

𝐴 ⩽ 𝐵 𝐴 is a shallow subtype of 𝐵

𝐴 ⩽ 𝐴
ShallowSubRefl

int ⩽ rat
ShallowSubIntRat

Fig. 4. Subtyping rules (shallow; compare Figure 3)

Bidirectional version: Due to the subsumption rule, the typing rules in Figure 2 do not immediately
yield an algorithm. As reassurance that this example type system could be implemented, we give a
bidirectional version of it (in the appendix). To use Lemma 1 and Theorem 1 with the bidirectional
system, we need only take the bidirectional derivation and replace all occurrences of the synthesis
(⇒) and checking (⇐) symbols with colons.

2.4 Deep subtyping
We write 𝐴 <: 𝐵 for deep subtyping (Figure 3).

The rule DeepSubIntRat is important because it makes this subtyping relation more than just
reflexivity.
The rules DeepSubArr and DeepSubProd allow this relation (unlike the shallow one described

below) to look within subformulas of the given types: DeepSubArr is the usual such rule, con-
travariant in the domain (int <: rat, and a function that expects rat may safely be used in a context
expecting int, so we want (rat → 𝐵) <: (int → 𝐵)) and covariant in the codomain. DeepSubProd
is covariant (since, for example, rat ∗ int should be a subtype of rat ∗ rat).
The remaining rules capture reflexivity of atomic types (DeepSubReflInt and similar rules for

bool and rat).

2.5 Shallow subtyping
We write 𝐴 ⩽ 𝐵 for shallow subtyping (Figure 4). If we exclude all the non-atomic subtyping rules,
only the rule concluding int ⩽ rat remains (renamed ShallowSubIntRat). With only that one rule,
reflexivity is not admissible, so we add a rule ShallowSubRefl that concludes 𝐴 ⩽ 𝐴. In addition to
reflexivity being an expected property of subtyping, the bidirectional version of the type system
(Appendix A) uses reflexivity in the subsumption rule to switch between synthesis and checking.

2.6 Eta expansion
We write 𝑒 →𝜂 𝑒′ to mean that the whole expression 𝑒 eta-reduces (once) to 𝑒′; equivalently, 𝑒′
eta-expands (once) to 𝑒 . There are two rules: eta-→ for functions, and eta-∗ for products (Figure 5).
The rule for functions requires that 𝑥 be not free in 𝑒: when eta-expanding, we choose a fresh 𝑥 .
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The →𝜂 judgment is used only within the ↠𝜂 judgment: 𝑒 ↠𝜂 𝑒′ says that 𝑒 eta-reduces
anywhere, any number of times. The definition of 𝑒 ↠𝜂 𝑒′ is the reflexive-transitive-congruence
closure of →𝜂 .

2.7 From deep to shallow
Theorem 1 says that the shallow subtyping system (after eta-expanding) is complete with respect
to the deep subtyping system. Its proof is straightforward, once we have Lemma 1, which says
that the deep subsumption rule is admissible in the shallow system if we can eta-expand. The
plain admissibility of subsumption would be “if 𝐴 <: 𝐵 and Γ ⊢⩽ 𝑒 : 𝐴 then Γ ⊢⩽ 𝑒 : 𝐵”, which does
not hold since ⊢⩽ has only shallow subsumption; we need to allow the eta-expansion of 𝑒 before
assigning it type 𝐵.

Lemma 1 (Shallow expansion). If 𝐴 <: 𝐵 and Γ ⊢⩽ 𝑒 : 𝐴 then there exists 𝑒′ such that 𝑒′ ↠𝜂 𝑒 and
Γ ⊢⩽ 𝑒′ : 𝐵.

Proof. By induction on the derivation of 𝐴 <: 𝐵.
• If the derivation is concluded by a reflexivity rule (DeepSubReflInt, DeepSubReflBool, or
DeepSubReflRat), then 𝐴 = 𝐵. Let 𝑒′ = 𝑒 . Then Γ ⊢⩽ 𝑒 : 𝐴 is actually Γ ⊢⩽ 𝑒′ : 𝐵.

• If the derivation is concluded by DeepSubIntRat, let 𝑒′ = 𝑒 .
By ShallowSubIntRat, int ⩽ rat. By shallowSub, Γ ⊢⩽ 𝑒′ : rat.

• If the derivation is concluded by DeepSubArr:
Let 𝑥 be a fresh variable.

𝑒 →𝜂 𝑒′ Term 𝑒 locally eta-reduces to 𝑒′ (read from right to left: 𝑒′ locally eta-expands to 𝑒)

𝑥 ∉ FV(𝑒)
𝜆𝑥. (𝑒 𝑥) →𝜂 𝑒

eta-→
(proj1 𝑒, proj2 𝑒) →𝜂 𝑒

eta-∗

𝑒 ↠𝜂 𝑒′
Term 𝑒 eta-reduces (anywhere, zero or more times) to 𝑒′
(equivalently: 𝑒′ eta-expands to 𝑒)

𝑒 →𝜂 𝑒′

𝑒 ↠𝜂 𝑒′
etas-1

𝑒 ↠𝜂 𝑒
etas-0

𝑒1 ↠𝜂 𝑒2 𝑒2 ↠𝜂 𝑒3

𝑒1 ↠𝜂 𝑒3
etas-trans

𝑒 ↠𝜂 𝑒′

𝜆𝑥. 𝑒 ↠𝜂 𝜆𝑥 . 𝑒′
etas-lam

𝑒1 ↠𝜂 𝑒′1 𝑒2 ↠𝜂 𝑒′2

𝑒1 𝑒2 ↠𝜂 𝑒′1 𝑒
′
2

etas-app

𝑒1 ↠𝜂 𝑒′1 𝑒2 ↠𝜂 𝑒′2

(𝑒1 ⊕ 𝑒2) ↠𝜂 (𝑒′1 ⊕ 𝑒′2)
etas-op

𝑒 ↠𝜂 𝑒′ 𝑒1 ↠𝜂 𝑒′1 𝑒2 ↠𝜂 𝑒′2

if 𝑒 then 𝑒1 else 𝑒2 ↠𝜂 if 𝑒′ then 𝑒′1 else 𝑒′2
etas-ite

𝑒 ↠𝜂 𝑒′

(𝑒 : 𝐴)↠𝜂 (𝑒′ : 𝐴)
etas-anno

𝑒1 ↠𝜂 𝑒′1 𝑒2 ↠𝜂 𝑒′2

(𝑒1, 𝑒2)↠𝜂 (𝑒′1, 𝑒
′
2)

etas-pair

𝑒 ↠𝜂 𝑒′

proj𝑘 𝑒 ↠𝜂 proj𝑘 𝑒
′ etas-proj

Fig. 5. Eta reduction (if reading right-to-left: eta expansion)
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𝐴 = 𝐴1 → 𝐴2 By inversion
𝐵 = 𝐵1 → 𝐵2

′′

𝐵1 <:𝐴1
′′

𝐴2 <:𝐵2
′′

Γ ⊢⩽ 𝑒 : 𝐴1 → 𝐴2 Given
Γ, 𝑥 : 𝐵1 ⊢⩽ 𝑒 : 𝐴1 → 𝐴2 By weakening

Γ, 𝑥 : 𝐵1 ⊢⩽ 𝑥 : 𝐵1 By Var
Γ, 𝑥 : 𝐵1 ⊢⩽ 𝑒′𝑥 : 𝐴1 and 𝑒′𝑥 ↠𝜂 𝑥 By induction hypothesis
Γ, 𝑥 : 𝐵1 ⊢⩽ 𝑒 𝑒′𝑥 : 𝐴2 By→Elim
Γ, 𝑥 : 𝐵1 ⊢⩽ 𝑒1 : 𝐵2 and 𝑒1 ↠𝜂 𝑒 𝑒′𝑥 By i.h.

Γ ⊢⩽ 𝜆𝑥. 𝑒1 : 𝐵1 → 𝐵2 By→Intro
𝑒′𝑥 ↠𝜂 𝑥 Above

𝑒 𝑒′𝑥 ↠𝜂 𝑒 𝑥 By etas-0, etas-app
𝑒1 ↠𝜂 𝑒 𝑒′𝑥 Above
𝑒1 ↠𝜂 𝑒 𝑥 By etas-trans

𝜆𝑥 . 𝑒1 ↠𝜂 𝜆𝑥. (𝑒 𝑥) By etas-lam
𝜆𝑥. (𝑒 𝑥) ↠𝜂 𝑒 By eta-→ and etas-1

𝜆𝑥 . 𝑒1 ↠𝜂 𝑒 By etas-trans
Let 𝑒′ = 𝜆𝑥. 𝑒1

• If the derivation is concluded by DeepSubProd:
𝐴 = 𝐴1 ∗𝐴2 By inversion
𝐵 = 𝐵1 ∗ 𝐵2

′′

𝐴1 <:𝐵1
′′

𝐴2 <:𝐵2
′′

Γ ⊢⩽ 𝑒 : 𝐴1 ∗𝐴2 Given
Γ ⊢⩽ proj1 𝑒 : 𝐴1 By ∗Elim
Γ ⊢⩽ 𝑒′1 : 𝐵1 and 𝑒′1 ↠𝜂 proj1 𝑒 By i.h.
Γ ⊢⩽ proj2 𝑒 : 𝐴2 By ∗Elim
Γ ⊢⩽ 𝑒′2 : 𝐵2 and 𝑒′2 ↠𝜂 proj2 𝑒 By i.h.
Γ ⊢⩽ (𝑒′1, 𝑒

′
2) : 𝐵1 ∗ 𝐵2 By ∗Intro

(𝑒′1, 𝑒
′
2)↠𝜂 (proj1 𝑒, proj2 𝑒) By etas-pair
↠𝜂 𝑒 By eta-∗ and etas-1

(𝑒′1, 𝑒
′
2)↠𝜂 𝑒 By etas-trans

Let 𝑒′ = (𝑒′1, 𝑒
′
2) □

Theorem 1. If Γ ⊢ 𝑒 : 𝐴 then there exists 𝑒′ such that 𝑒′ ↠𝜂 𝑒 and Γ ⊢⩽ 𝑒′ : 𝐴.
Proof. By induction on the derivation of Γ ⊢ 𝑒 : 𝐴.

• Case Var: apply Var.
• Case→Elim:
The induction hypothesis gives 𝑒′1 and 𝑒′2 such that 𝑒′1 ↠𝜂 𝑒1 and Γ ⊢⩽ 𝑒′1 : 𝐴2 → 𝐴 and
𝑒′2 ↠𝜂 𝑒2 and Γ ⊢⩽ 𝑒′2 : 𝐴2.
By→Elim, Γ ⊢⩽ 𝑒′1𝑒′2 : 𝐴 → 𝐵.
By rule etas-app, 𝑒′1𝑒

′
2 ↠𝜂 𝑒1𝑒2.
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• Cases Anno, ∗Intro, boolElim, ∗Elim, intIntro, intElim, ratElim, boolIntro: Similar to the
→Elim case: apply the induction hypothesis to each premise, apply the corresponding rule
of the ⊢⩽ system, and use the congruence of↠𝜂 .

• Case→Intro:
By inversion, 𝑒 = (𝜆𝑥. 𝑒0) and 𝐴 = 𝐴1 → 𝐴2 and Γ, 𝑥 :𝐴1 ⊢ 𝑒′0 : 𝐴2. By the induction
hypothesis, we have 𝑒′0 such that 𝑒′0 ↠𝜂 𝑒0 and Γ, 𝑥 :𝐴1 ⊢⩽ 𝑒′0 : 𝐴2. By →Intro, Γ ⊢⩽ (𝜆𝑥. 𝑒′0) :
𝐴1 → 𝐴2.

• Case deepSub:
Γ ⊢ 𝑒 : 𝐴1 Subderivation

𝐴1 <:𝐴 Subderivation
Γ ⊢⩽ 𝑒1 : 𝐴1 By i.h.

𝑒1 ↠𝜂 𝑒 ′′

Γ ⊢⩽ 𝑒′ : 𝐴 By Lemma 1 (Shallow expansion)
𝑒′ ↠𝜂 𝑒1

′′

𝑒′ ↠𝜂 𝑒 By etas-trans □

3 ORIGINS
In this section, we examine some of the type systems and key results from Barendregt et al. [1983],
which we refer to as BCD for Barendregt, Coppo, and Dezani-Ciancaglini. Their paper seems best
known as a primarily, if not purely, theoretical exploration of filter models using intersection types.
Our main concern is their Lemma 4.2, but to provide context, we begin by summarizing their

paper (Sec. 3.1). Section 3.2 presents BCD’s extended type assignment (𝜆-calculus extended with
intersection and a universal, or “top”, type). Section 3.3 gives a full proof of BCD’s Lemma 4.2.

3.1 Summary of BCD
The central equivalence considered by Barendregt et al. [1983] is that𝑀 has type 𝜎 in Curry type
assignment—where terms do not contain types, and the typing rules are just the usual two→ rules
and a 𝛽-equality rule—if and only if 𝑀 has type 𝜎 in a 𝜆-model. We will call the latter semantic
typing; a term has type 𝜎 in a 𝜆-model if it always behaves like (reduces to) something of type 𝜎 .
Since the lemma we focus on does not actually involve 𝜆-models or semantic typing, we do not
repeat BCD’s Definition 1.2 or the explanations given by Hindley [1997, pp. 57–58].

This central equivalence consists of
(1) soundness: if𝑀 has type 𝜎 in Curry type assignment (⊢𝐶 ), then𝑀 has type 𝜎 in a 𝜆-model;
(2) completeness: if𝑀 has type 𝜎 in a 𝜆-model, then there exists a derivation giving𝑀 the type 𝜎

in Curry type assignment.
Soundness was already known: BCD cite the dissertation of Ben-Yelles [1979]. Hindley [1997,

p. 59] states “4B8 Soundness” with a one-word proof (“Straightforward”), but offers a specific
citation of Ben-Yelles’ Theorem 4.17, which appears, indeed, straightforward1. However, 4.17 is
for a system without a 𝛽 typing rule, so to actually get the result for the Curry type assignment
system in BCD—which does have that rule—we must combine 4.17 [Ben-Yelles 1979, p. 70] with
4B4 (i) [Hindley 1997, p. 58].

The main result of BCD is the completeness of Curry type assignment, which they prove as
follows:
1The proof of Theorem 4.17 uses Ben-Yelles’ Lemmas 4.14* and 4.16*, which apply the logic of the →-introduction and
→-elimination rules (respectively) within the 𝜆-model. (The asterisks are in the original, following a convention defined
within it.)
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𝜏 ≤ 𝜏
≤bcdrefl

𝜏 ≤ ⊤
≤bcdTopRight ⊤ ≤ (⊤ → ⊤)

≤bcdTopLeft

𝜏 ≤ 𝜏 ∧ 𝜏
≤bcdSectR

𝜎 ∧ 𝜏 ≤ 𝜎
≤bcdSectL1

𝜎 ∧ 𝜏 ≤ 𝜏
≤bcdSectL2

(𝜎 → 𝜏1) ∧ (𝜎 → 𝜏2) ≤ 𝜎 → (𝜏1 ∧ 𝜏2)
≤bcddist

𝜎1 ≤ 𝜎2 𝜎2 ≤ 𝜎3

𝜎1 ≤ 𝜎3
≤bcdtrans

𝜎 ≤ 𝜎 ′ 𝜏 ≤ 𝜏 ′

(𝜎 ∧ 𝜏) ≤ (𝜎 ′ ∧ 𝜏 ′)
≤bcdSectCong

𝜏1 ≤ 𝜎1 𝜎2 ≤ 𝜏2

(𝜎1 → 𝜎2) ≤ (𝜏1 → 𝜏2)
≤bcd→

Fig. 6. BCD subtyping [Barendregt et al. 1983, Def. 2.3(i)] in Gentzen’s rule notation

(1) Define an extended type assignment system (BCD Def. 2.5(i)) with intersection types ∩
and a universal (top) type 𝜔 . This system includes introduction and elimination rules for
intersection, an introduction rule for 𝜔 , drops the 𝛽-equality rule (admissible per BCD
Corollary 3.8), and adds a subsumption rule.

(2) Show completeness of extended type assignment with respect to semantic typing (BCD
3.10).

(3) Delete the subsumption rule and add a rule (𝛽𝜂) (BCD Definition 4.1(ii)), which says that if
𝑀 has type 𝜎 and𝑀 is 𝛽𝜂-reducible to 𝑁 , then 𝑁 has type 𝜎 . (They also allow the typing
context, or basis, to be “large”: it can include typing assumptions about terms that are not
variables; see BCD Definition 4.1(i). But this does not seem to be needed to prove Lemma
4.2, which is our focus.)

(4) Show (BCD Lemma 4.2) that this system, which replaces subsumption with (𝛽𝜂), is complete
with respect to extended type assignment.

(5) Show (BCD Corollary 4.10) that Curry type assignment is complete with respect to extended
type assignment: given an extended type assignment derivation, BCD Lemma 4.2 gives a
derivation in the modified system, which can be normalized; by the subformula property,
that derivation cannot use intersection and 𝜔 (those features being the extended part of
extended type assignment), so it is a Curry type assignment derivation.

3.2 BCD’s extended type assignment
Barendregt et al. [1983] 𝜂-convert within the proof of their Lemma 4.2, which states that if𝑀 : 𝜎
in a system with a general subsumption rule (for a particular subtyping relation), then𝑀 : 𝜎 in a
system that omits subsumption but includes a (𝛽𝜂) rule:

Γ ⊢∗
𝛽𝜂

𝑀 : 𝜎 𝑀 ↠𝛽𝜂 𝑁

Γ ⊢∗
𝛽𝜂

𝑁 : 𝜎
(𝛽𝜂)

Their subtyping relation [Barendregt et al. 1983, Def. 2.3(i)] is shown (in Gentzen’s rule notation) in
Figure 6. Their “extended type assignment theory” is shown in Figure 7. We make several changes
to notation:

(1) Following Curry and Feys [1958], BCD wrote 𝜎𝑀 to mean that 𝑀 has type 𝜎 ; we write
𝑀 : 𝜎 .
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Γ ⊢ 𝑀 : 𝜏 Extended type assignment incl. (≤) [Barendregt et al. 1983, Def. 2.5]

(𝑥 : 𝜏) ∈ Γ

Γ ⊢ 𝑥 : 𝜏
(var)

Γ, 𝑥 : 𝜎 ⊢ 𝑀 : 𝜏
Γ ⊢ (𝜆𝑥. 𝑀) : (𝜎 → 𝜏)

(→I)
Γ ⊢ 𝑀 : (𝜎 → 𝜏) Γ ⊢ 𝑁 : 𝜎

Γ ⊢ 𝑀 𝑁 : 𝜏
(→E)

Γ ⊢ 𝑀 : 𝜎 Γ ⊢ 𝑀 : 𝜏
Γ ⊢ 𝑀 : (𝜎 ∧ 𝜏)

(∧I)
Γ ⊢ 𝑀 : (𝜎 ∧ 𝜏)

Γ ⊢ 𝑀 : 𝜎
(∧E1)

Γ ⊢ 𝑀 : (𝜎 ∧ 𝜏)
Γ ⊢ 𝑀 : 𝜏

(∧E2)

Γ ⊢ 𝑀 : ⊤
(⊤I)

Γ ⊢ 𝑀 : 𝜎 𝜎 ≤ 𝜏

Γ ⊢ 𝑀 : 𝜏
(≤)

Γ ⊢∗
𝛽𝜂

𝑀 : 𝜏 Modification replacing (≤) with (𝛽𝜂)
[Barendregt et al. 1983, Def. 4.1(ii)]

Include all rules except (≤), replacing ⊢ with ⊢∗
𝛽𝜂

Γ ⊢∗
𝛽𝜂

𝑀 : 𝜎 𝑀 ↠𝛽𝜂 𝑁

Γ ⊢∗
𝛽𝜂

𝑁 : 𝜏
(𝛽𝜂)

Fig. 7. Adaptation of BCD’s extended type assignment, and its modification

(2) BCD gave the rules in the style of natural deduction [Gentzen 1934; Prawitz 1965] with
assumptions floating above their scope, but used sequent notation 𝐵 ⊢ · · · to discuss
derivations. We state the rules using the judgment form of sequent calculus, with typing
assumptions Γ written within the judgment (so we add a rule (var)).

(3) We use the judgment form Γ ⊢ · · · for BCD’s extended type assignment (which includes a
subsumption rule with deep subtyping), and the form Γ ⊢∗

𝛽𝜂
· · · for BCD’s modified extended

type assignment (which replaces the subsumption rule with the (𝛽𝜂) rule).
(4) BCD used ∩ for intersection and 𝜔 for top; we write ∧ and ⊤, respectively.

3.3 Proof of BCD Lemma 4.2
We give a full proof of their Lemma 4.2.

Lemma 2 (Barendregt et al. [1983, Lemma 4.2, p. 937]). If Γ ⊢ 𝑀 : 𝜎 (including subsumption and
excluding 𝛽𝜂) then Γ ⊢∗

𝛽𝜂
𝑀 : 𝜎 (excluding subsumption, including 𝛽𝜂, and allowing Γ to be large).

Proof. By induction on the given derivation.
Most rules of the ⊢-system are also rules of the ⊢∗

𝛽𝜂
-system. When such a shared rule concludes

Γ ⊢ 𝑀 : 𝜎 , it suffices to apply the induction hypothesis to all premises, and then apply the same
rule.
The interesting case is when the subsumption rule concludes the derivation, which (according

to Barendregt et al.) requires showing that 𝜎1 ≤ 𝜎2 implies𝑀 : 𝜎1 ⊢∗𝛽𝜂 𝑀 : 𝜎2. This is stated in the
original proof as “[t]he only thing to show” and “done by induction on the definition of ≤ using
rule (𝛽𝜂)” (with one case given). We state and prove this part separately, as Lemma 3 (Core of 4.2).
Then we have:

Γ ⊢ 𝑀 : 𝜏 Subderivation
𝜏 ≤ 𝜎 Subderivation

Γ ⊢∗
𝛽𝜂

𝑀 : 𝜎 By Lemma 3 (Core of 4.2) □

The original Lemma 4.2 takes a derivation of 𝐵 ⊢ 𝜎𝑀 and produces a derivation of 𝐵 ⊢∗
𝛽𝜂

𝜎𝑀 . We
interpret the statement “. . .where we allow 𝐵 to be large” (just above Lemma 4.2) as saying that the
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input derivation 𝐵 ⊢ 𝜎𝑀 is in a modification of the system in the early sections of Barendregt et al.
[1983] (since that system did not allow large bases), perhaps to allow the proof to create a large
basis. However, our proof never creates a large basis. BCD write (adapting notation): if 𝜎 ≤ 𝜏 , then
𝑀 : 𝜎 ⊢∗

𝛽𝜂
𝑀 : 𝜏 .

Our version of this is: for all 𝐵, if 𝜎 ≤ 𝜏 and 𝐵 ⊢∗
𝛽𝜂

𝑀 : 𝜎 then 𝐵 ⊢∗
𝛽𝜂

𝑀 : 𝜏 . When 𝐵 is not large,
the two versions are essentially the same, and since they use this result only within the proof of 4.2
(in fact, they “inline” its proof) where the basis may be non-empty, there seems to be no important
difference.
Lemma 3 (Core of 4.2). If 𝜎 ≤ 𝜏 (Barendregt et al. [1983] Def. 2.3(i)) and Γ ⊢∗

𝛽𝜂
𝑀 : 𝜎 then Γ ⊢∗

𝛽𝜂
𝑀 : 𝜏 .

Proof. By induction on the derivation of 𝜎 ≤ 𝜏 .
We consider cases of the rule concluding 𝜎 ≤ 𝜏 . First, we consider the (only) case presented by

Barendregt et al. [1983]:

• Case
𝜏1 ≤ 𝜎1 𝜎2 ≤ 𝜏2

𝜎1 → 𝜎2︸   ︷︷   ︸
𝜎

≤ 𝜏1 → 𝜏2︸  ︷︷  ︸
𝜏

≤bcd→

Γ ⊢∗
𝛽𝜂

𝑀 : 𝜎1 → 𝜎2 Given
Γ, 𝑥 : 𝜏1 ⊢∗𝛽𝜂 𝑀 : 𝜎1 → 𝜎2 By weakening

Γ, 𝑥 : 𝜏1 ⊢∗𝛽𝜂 𝑥 : 𝜏1 By (var)
𝜏1 ≤ 𝜎1 Subderivation

Γ, 𝑥 : 𝜏1 ⊢∗𝛽𝜂 𝑥 : 𝜎1 By induction hypothesis
Γ, 𝑥 : 𝜏1 ⊢∗𝛽𝜂 𝑀 𝑥 : 𝜎2 By (→E)

𝜎2 ≤ 𝜏2 Subderivation
Γ, 𝑥 : 𝜏1 ⊢∗𝛽𝜂 𝑀 𝑥 : 𝜏2 By i.h.

Γ ⊢∗
𝛽𝜂

(𝜆𝑥 .𝑀 𝑥) : 𝜏1 → 𝜏2 By (→I)
𝜆𝑥. (𝑀 𝑥) ↠𝛽𝜂 𝑀 𝜂-reduction

Γ ⊢∗
𝛽𝜂

𝑀 : 𝜏1 → 𝜏2 By (𝛽𝜂)

We consider the remaining cases in the same order as the BCD subtyping definition [Barendregt
et al. 1983, Def. 2.3(i)], given (in rule form) in Figure 6.

• Case

𝜏︸︷︷︸
𝜎

≤ 𝜏
≤bcdrefl

Since 𝜏 = 𝜎 , we already have our goal.
• Case

𝜎 ≤ ⊤︸︷︷︸
𝜏

≤bcdTopRight

Γ ⊢∗
𝛽𝜂

𝑀 : ⊤ By (⊤I)
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• Case

⊤︸︷︷︸
𝜎

≤ ⊤ → ⊤︸  ︷︷  ︸
𝜏

≤bcdTopLeft

Γ, 𝑥 : ⊤ ⊢∗
𝛽𝜂

𝑀 𝑥 : ⊤ By (⊤I)
Γ ⊢∗

𝛽𝜂
𝜆𝑥 . (𝑀 𝑥) : ⊤ → ⊤ By (→I)

𝜆𝑥. (𝑀 𝑥) ↠𝛽𝜂 𝑀 𝜂-reduction
Γ ⊢∗

𝛽𝜂
𝑀 : ⊤ → ⊤ By (𝛽𝜂)

• Case

𝜎 ≤ 𝜎 ∧ 𝜎︸︷︷︸
𝜏

≤bcdSectR

Γ ⊢∗
𝛽𝜂

𝑀 : 𝜎 Given
Γ ⊢∗

𝛽𝜂
𝑀 : 𝜎 ∧ 𝜎 By (∧I)

• Case

𝜎1 ∧ 𝜎2 ≤ 𝜎1
≤bcdSectL1

Γ ⊢∗
𝛽𝜂

𝑀 : 𝜎1 ∧ 𝜎2 Given
Γ ⊢∗

𝛽𝜂
𝑀 : 𝜎1 By (∧E1)

• Case

𝜎1 ∧ 𝜎2 ≤ 𝜎2
≤bcdSectL2

Similar to the sect-left-1 case, but using (∧E2).
• Case

(𝜎1 → 𝜏1) ∧ (𝜎1 → 𝜏2) ≤ 𝜎1 → (𝜏1 ∧ 𝜏2)
≤bcddist

Γ ⊢∗
𝛽𝜂

𝑀 : (𝜎1 → 𝜏1) ∧ (𝜎1 → 𝜏2) Given

Γ ⊢∗
𝛽𝜂

𝑀 : 𝜎1 → 𝜏1 By (∧E1)
Γ, 𝑥 : 𝜎1 ⊢∗𝛽𝜂 𝑀 : 𝜎1 → 𝜏1 By weakening
Γ, 𝑥 : 𝜎1 ⊢∗𝛽𝜂 𝑥 : 𝜎1 By (var)
Γ, 𝑥 : 𝜎1 ⊢∗𝛽𝜂 𝑀 𝑥 : 𝜏1 By (→E)

Γ ⊢∗
𝛽𝜂

𝑀 : 𝜎1 → 𝜏2 By (∧E2)
Γ, 𝑥 : 𝜎1 ⊢∗𝛽𝜂 𝑀 : 𝜎1 → 𝜏2 By weakening
Γ, 𝑥 : 𝜎1 ⊢∗𝛽𝜂 𝑥 : 𝜎1 By (var)
Γ, 𝑥 : 𝜎1 ⊢∗𝛽𝜂 𝑀 𝑥 : 𝜏2 By (→E)

Γ, 𝑥 : 𝜎1 ⊢∗𝛽𝜂 𝑀 𝑥 : 𝜏1 ∧ 𝜏2 By (∧I)
Γ ⊢∗

𝛽𝜂
𝜆𝑥. (𝑀 𝑥) : 𝜎1 → (𝜏1 ∧ 𝜏2) By (→I)

𝜆𝑥. (𝑀 𝑥) ↠𝛽𝜂 𝑀 𝜂-reduction
Γ ⊢∗

𝛽𝜂
𝑀 : 𝜎1 → (𝜏1 ∧ 𝜏2) By (𝛽𝜂)
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• Case
𝜎 ≤ 𝜏 ′ 𝜏 ′ ≤ 𝜏

𝜎 ≤ 𝜏
≤bcdtrans

Γ ⊢∗
𝛽𝜂

𝑀 : 𝜎 Given

𝜎 ≤ 𝜏 ′ Subderivation
Γ ⊢∗

𝛽𝜂
𝑀 : 𝜏 ′ By i.h.

𝜏 ′ ≤ 𝜏 Subderivation
Γ ⊢∗

𝛽𝜂
𝑀 : 𝜏 By i.h.

• Case
𝜎1 ≤ 𝜏1 𝜎2 ≤ 𝜏2

𝜎1 ∧ 𝜎2 ≤ 𝜏1 ∧ 𝜏2
≤bcdSectCong

Γ ⊢∗
𝛽𝜂

𝑀 : 𝜎1 ∧ 𝜎2 Given

Γ ⊢∗
𝛽𝜂

𝑀 : 𝜎1 By (∧E1)
𝜎1 ≤ 𝜏1 Subderivation
Γ ⊢∗

𝛽𝜂
𝑀 : 𝜏1 By i.h.

Γ ⊢∗
𝛽𝜂

𝑀 : 𝜎2 By (∧E2)
𝜎2 ≤ 𝜏2 Subderivation
Γ ⊢∗

𝛽𝜂
𝑀 : 𝜏2 By i.h.

Γ ⊢∗
𝛽𝜂

𝑀 : 𝜏1 ∧ 𝜏2 By (∧I) □

3.4 Discussion
Two aspects of this proof seem worth noting.

First, while rule (𝛽𝜂) allows both 𝛽- and 𝜂-conversion, the proof uses only 𝜂-conversion.
Second, the premise of (𝛽𝜂) allows 𝜂-reduction, not expansion: if𝑀 has type 𝜎 and𝑀 𝛽𝜂-reduces

to 𝑁 , then 𝑁 also has type 𝜎 . But if we start from the conclusion and move to the premises—as
type checkers do—then we start with a term 𝑁 and 𝜂-expand it to get an𝑀 .
This suggests that we can reduce the problem of type checking with deep subtyping to the

problem of type checking with shallow subtyping, provided that we can figure out where to
𝜂-expand.

4 APPLICATIONS
The simplest way to use eta expansion to avoid most of the work of deep subtyping is to allow
deep subtyping in your type system for source programs, and insert eta-expansions where deep
subtyping is used. Later compiler phases, then, only need shallow subtyping.
If we want to completely avoid implementing deep subtyping, we must take another approach.

The definition of eta expansion may be as straightforward as that of beta reduction, but knowing
where to eta-expand requires type information. In many settings, this is taken care of already:
refinement type systems often assume that unrefined type inference has been done first [Davies
2005], and dependent type systems may reconstruct approximate types first [Pientka 2013]. As long
as the unrefined or approximate types tell us which terms have types that need eta-expansion, we
can eta-expand before beginning the “real” typing process (by “process” we include type inference,
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type checking, and any combination of them). Even when we do not have access to that information
before we start the typing process, we may get the information along the way: for example, in a
function application we know (and must check) that the function has→ type, so if we see the same
function variable used as an argument later, we will know to eta-expand it. In short, knowing where
to eta-expand requires type information that may take some work to get, except in Church-style
settings with type information baked into the terms.
Our technique may be applicable to datasort refinement systems [Davies and Pfenning 2000;

Davies 2005; Dunfield and Pfenning 2003]: the presence of intersection (and union) types makes
subtyping (sometimes called subsorting) essential. Since these systems restrict intersection to
similar types—𝑅 ∧ 𝑆 is well formed only if 𝑅 and 𝑆 refine the same unrefined type 𝐴—the unrefined
type information should tell us how to eta-expand enough. In a small system of datasort refinements,
Pfenning [2008, §12] proposed avoiding deep subtyping (subsorting) by eta expansion, but as far as
we know this has not been scaled up to a complete datasort refinement system.

On the other hand, in a system of unrestricted intersection and union types [Dunfield 2014],
completely avoiding deep subtyping seems difficult: since the system is motivated by forming the
intersections (and unions) of completely different types, we have no unrefined type information
and would not know where to eta-expand.
The existence of the technique of eta expansion has been used to justify the omission of deep

subtyping; examples include a type system for incremental computation [Chen et al. 2014] and
a type system for GADTs [Dunfield and Krishnaswami 2019]. However, neither of these papers
actually formulated eta-expansion in their respective settings.
Mitchell [1988] gave two equivalent ways of adding subtyping to System F: an eta rule (like

BCD’s (𝛽𝜂) without the 𝛽 part), and a subsumption (containment) rule.
Eta-conversion [Curry and Feys 1958, p. 92] is perhaps almost as central as beta-conversion.

This paper is about eta-conversion for subtyping, but we mention a few further applications here.
Expanding, instead of reducing, can be used to recover confluence in some type systems [Jay
and Ghani 1995]; in the logical framework LF, terms are compared after converting them to a
beta-normal, eta-long canonical form [Harper and Pfenning 2005]—who also note that defining
eta-long form is not always straightforward. While most uses of eta-expansion are in service of
static reasoning (in type systems, or to reason about rewriting, to the extent those are actually
different), Rioux et al. [2023] eta-expand in the dynamic semantics.

5 CONCLUSION
We have presented a brief tutorial on a simple but useful application of eta-expansion, describing
how it works in an illustrative example type system.We also put the first known (to us) development
of the technique into technical and historical context: it is another example of something developed
in one context, for one purpose, being useful for purposes that were (probably) not foreseen. Our
intent is that this will make the technique more widely known, and more readily used in situations
where it works well.
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A BIDIRECTIONAL VERSION OF OUR EXAMPLE SYSTEM
The type assignment system in Figure 2 (let’s say the system using deep subtyping; the same issues
apply with shallow subtyping) cannot be implemented directly as a logic program: the subsumption
rule deepSub always applies, so an implementation must use the rule only when necessary. Mere
reflexive uses of subsumption (where the type 𝐴 in the typing premise is equal to the type 𝐵 in the
conclusion) are certainly unnecessary; moreover, since subtyping is transitive, it is not necessary to
use the subsumption rule repeatedly. This may still leave some scope for nondeterminism, or at least
some work to develop a complete implementation strategy. If we make the subtyping judgment
more powerful, that work tends to grow.

For more powerful type systems, type assignment is often undecidable anyway. To demonstrate
that the approach considered here applies more broadly than to this toy language, we give a
bidirectional [Pierce and Turner 2000; Dunfield and Krishnaswami 2021] system of typing rules in
Figure 8. Unlike the type assignment system, the bidirectional system leads directly to a typing
algorithm for sufficiently annotated terms. Bidirectional typing splits the typing judgment 𝑒 : 𝐴
into two: synthesis 𝑒 ⇒ 𝐴 and checking 𝑒 ⇐ 𝐴. Roughly, if a term 𝑒 has enough information to
produce the type 𝐴, then 𝑒 can synthesize 𝐴. If we already know the type 𝑒 needs to have, then 𝑒

checks against 𝐴. The knowledge of the necessary type may come directly from a type annotation,
or indirectly by information flowing through the typing derivation.
For example, the expression ((𝜆𝑥 . 𝑥) : bool → bool) synthesizes bool → bool: we check the

annotated expression 𝜆𝑥 . 𝑥 against bool → bool by assuming that 𝑥 has type bool and checking
the body 𝑥 against bool. Since 𝑥 synthesizes bool, it also checks against bool.

The design of our bidirectionalization follows the Pfenning recipe [Dunfield and Krishnaswami
2021] to some extent, with some convenient departures. The core of the recipe is that introduction
rules should check, and elimination rules should synthesize. More specifically, the principal judg-
ment (the one containing the connective being introduced or eliminated) of each introduction rule
should check, and the principal judgment of each elimination rule should synthesize. The other
judgments in each rule can be chosen to maximize typing power.
The recipe would have checking rules for the constants True and False, for uniformity with

other introduction forms; we allow them to synthesize (boolIntro), which this is convenient for
programming and adds minimal complexity. Dually, the recipe would require the condition 𝑒 in
if 𝑒 then 𝑒1 else 𝑒2, being the principal judgment in an elimination rule, to synthesize. But we
make it a checking rule, providing some additional convenience.

A.1 Bidirectional rules in detail
Rule Var synthesizes the type of 𝑥 by looking up 𝑥 in Γ.

Given a type 𝐴 → 𝐵, rule →Intro assumes that 𝑥 has type 𝐴 and checks the body 𝑒 against 𝐵. A
synthesis version of →Intro would be nontrivial because, even if 𝑒 could plausibly synthesize the
result type 𝐵, we would not know what to use as the argument type 𝐴. That is, such a rule would
not be mode-correct [Warren 1977; Dunfield and Krishnaswami 2021].

Rule→Elim requires that the function 𝑒1 synthesize a type, which provides the expected argument
type 𝐴. A version of this rule with a checking conclusion would be possible: if we are checking 𝑒1𝑒2
against a known type 𝐵, and the argument 𝑒2 synthesizes its type 𝐴, we have enough information
to check 𝑒1 against 𝐴 → 𝐵.
The subsumption rule deepSub uses the deep subtyping relation 𝐴 <: 𝐵 to mediate between

checking and synthesis: to check that 𝑒 has a given type 𝐵, we try to synthesize a type 𝐴, then use
subtyping to verify that every 𝐴 is also a 𝐵. (Even if we had no subtyping in the conventional sense,
we would need this rule, with 𝐴 = 𝐵 in place of the subtyping premise. If we think of subtyping as
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Γ ⊢ 𝑒 ⇒ 𝐴

Γ ⊢ 𝑒 ⇐ 𝐵

Under typing assumptions Γ, expression 𝑒 synthesizes type 𝐴
Under typing assumptions Γ, expression 𝑒 checks against type 𝐵

(𝑥 : 𝐴) ∈ Γ

Γ ⊢ 𝑥 ⇒ 𝐴
Var

Γ, 𝑥 : 𝐴 ⊢ 𝑒 ⇐ 𝐵

Γ ⊢ 𝜆𝑥 . 𝑒 ⇐ 𝐴 → 𝐵
→Intro

Γ ⊢ 𝑒1 ⇒ 𝐴 → 𝐵 Γ ⊢ 𝑒2 ⇐ 𝐴

Γ ⊢ 𝑒1𝑒2 ⇒ 𝐵
→Elim

Γ ⊢ 𝑒 ⇒ 𝐴 𝐴 <: 𝐵

Γ ⊢ 𝑒 ⇐ 𝐵
deepSub

Γ ⊢⩽ 𝑒 ⇒ 𝐴

Γ ⊢⩽ 𝑒 ⇐ 𝐵

Modification replacing
<:with ⩽

Change ⊢ to ⊢⩽ throughout,
and replace deepSub with:

Γ ⊢⩽ 𝑒 ⇒ 𝐴 𝐴 ⩽ 𝐵

Γ ⊢⩽ 𝑒 ⇐ 𝐵
shallowSub

Γ ⊢ 𝑒 ⇐ 𝐴

Γ ⊢ (𝑒 : 𝐴) ⇒ 𝐴
Anno

Γ ⊢ 𝑒1 ⇐ 𝐵1 Γ ⊢ 𝑒2 ⇐ 𝐵2

Γ ⊢ (𝑒1, 𝑒2) ⇐ 𝐵1 ∗ 𝐵2
∗Intro

Γ ⊢ 𝑒 ⇒ 𝐴1 ∗𝐴2

Γ ⊢ proj𝑘 𝑒 ⇒ 𝐴𝑘

∗Elim

Γ ⊢ 𝑛 ⇒ int
intIntro

Γ ⊢ 𝑒1 ⇐ int Γ ⊢ 𝑒2 ⇐ int

Γ ⊢ 𝑒1 + 𝑒2 ⇒ int Γ ⊢ 𝑒1 − 𝑒2 ⇒ int
intElim

Γ ⊢ 𝑒1 ⇐ rat Γ ⊢ 𝑒2 ⇐ rat

Γ ⊢ 𝑒1 + 𝑒2 ⇒ rat Γ ⊢ 𝑒1 − 𝑒2 ⇒ rat Γ ⊢ 𝑒1 < 𝑒2 ⇒ bool Γ ⊢ 𝑒1/𝑒2 ⇒ rat
ratElim

𝑏 ∈ {True, False}
Γ ⊢ 𝑏 ⇒ bool

boolIntro
Γ ⊢ 𝑒 ⇐ bool

Γ ⊢ 𝑒1 ⇐ 𝐵

Γ ⊢ 𝑒2 ⇐ 𝐵

Γ ⊢ if 𝑒 then 𝑒1 else 𝑒2 ⇐ 𝐵
boolElim

Fig. 8. Bidirectional version of the Fig. 2 systems, using deep and shallow subtyping

“that which is checked by bidirectional subsumption”, then a system without subtyping has most
trivial form of subtyping, where 𝐴 is a subtype of 𝐵 if and only if 𝐴 = 𝐵.)

Rule Anno says that to synthesize 𝐴 from (𝑒 : 𝐴), we check 𝑒 against 𝐴. If we erase annotations,
Anno is the inverse of subsumption with trivial subtyping: the premise of Anno checks and the
conclusion synthesizes; in subsumption, the premise synthesizes and the conclusion checks.

The rules for products follow the recipe. ∗Intro is an introduction rule, so we make the conclusion
checking, which provides the types needed to check the components. ∗Elim is an elimination rule,
so the principal judgment with 𝐴1 ∗𝐴2 synthesizes, which provides the type 𝐴𝑘 to synthesize in
the conclusion.

We depart from the recipe in intIntro (really two rules, one for addition and one for subtraction):
it’s an introduction rule, but for convenience, we make it synthesize. In intElim we treat addition
and subtraction as the application of built-in functions: implicitly, + synthesizes int ∗ int → int,
providing the type int ∗ int to check (𝑒1, 𝑒2) against, which in turn requires checking 𝑒1 against int
and 𝑒2 against int. (Similar reasoning holds in curried style, where + ⇒ (int → int → int).)
Similarly, ratElim synthesizes its conclusions.
Rule boolIntro synthesizes for the same reason that intIntro does. Again departing from the

recipe, boolElim checks the condition 𝑒 against bool, despite being an elimination form.
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